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Voo |mE |>-re ro & M

= |-°I: F1IXE| -| |AO Fxq gl |-Ol='c'>' __I.I.
Fully 4
Managed : K HD E&E} %
4 ) %
Amazon Amazon AWS Amazon Amazon Amazon
S3 DynamoDB Lambda API Gateway | Sagemaker Bedrock
docker Amazon ECS kybernetes
R_72 An
@% =) ﬂgﬁ
,_J Ko N
Amazon Amazon Amazon
EMR RDS ElastiCache
Amazon EC2
Unmanaged
2006 2010 2014 2018 2024

1 MICH 22IRE A|AH

ML 2ERE AAH

: Infrastructure-as-a-Service (laaS) 7|8t MH|A & - Compute, Storage, ...
2M|cH 22tRE AAH
: Function-as-a-Service (FaaS) 3 213 22| MH|AE &85 MHZ|A HFE!

4McH SHRE A|A-

Zi6|0]L4 7|4 MH|A BHE (Docker & Kubernetes)
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Google
@ % Translate

Conversation Systems S S
. AT, DOG, CAT, DOG,
Machine Translation bt .

Cl .lLI o] § IEE 2k2s} o| 2 |h (=X~=] -| |Jk IL "'l-
=IE o EJ_'—E — Eon_l' |_oI O OO A —En_:l-g
7|t 7|= wxiof| = Clekst 2ofoj| A
|2k 7]= ol lo.: |'ox._ = Elaju ot na|= i ol g
Neural Net 2112|5 &2
ET NENE-=HETEEE R S H
. EHET LS S o2zt A4St sh TISK| 2
- Q2 C0[E] X A0l mf2t O ATt AR (+ F/E)
« =2 X2| 530| 32 (throughput)
Deep NeuralNet
=E (Inference)
Object Detection s,g:::,';:;on ® ngl %I-_Eil_l EI%I% g%-él-—} 01|§ A‘iHlﬁ% x'"'g_
' Taeg - S0l M2 EriEel Mu|A 28 XA 7501 58
24 =

Hio|E{e] B2 %{2] AlZH0| Z2 (latency) &
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8% 229C RS 2R HIE BY

o L= XS HIH XY (on-demand) CHY|
£|CH 90% XMESH 71A0| 0|8 7t5
o e X a2t 2N B= ts

Spot Instance Pricing History

Product: [ Linux/UNIX #] Instance type: [ c4.xlarge 4| Date range: Availability Zone: [ All Zones %)

$0.1500

$0.1000

A7t (on-demand)
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Quantization

FP32

s sbiew | 23 bimaniss

AWS Tranium - / ‘
i Parallel \“oo !
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:_* ompiler
AMD GPU "
> ONNX

_ Distributed training ;’#” RUNTIME
Serverless Computing -

batch size

P ER Opytoreh Cafle @ ONNX @uner --\,-
OpenVING

¥ T ) 5 71

EERCDEES

NVIDIA GPU
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EEE

Spot Instance

O - o =

_ nesoanexE @@ - osnusszonz LY
A(VIE - St

- oI o oA IS @’@ (~90% E21) @

- QUABIAQS| £0-BF AZhof

2t AXEX| ZH B= 7t

A\ Azure 3
Azure Google Cloud
Spot Virtual Machines Spot Virtual Machines



Relative Latency
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7 T p3.2xlarge g g
6 —*
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4 7h—
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21 / §E *
1 [ I V4 — .
NN 1 |
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H2{d & Al GPUO| 2 M5 #H3}

NVIDIA T4(G4DN)2t V100(P3)7t
DNN =20 h2t XM2[& 5, HIE0iA
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Relative Cost

GPU (NVIDIA Tesla M60)
=5 GPU (NVIDIA T4)
B Inferentia

*

resnet50 densenetl21

Doo|| mfa} 215e| X2 stHe

HISoiF= st=of7) CHE

ZE Mg HX| AWS Inferentia
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Autonomic Cloud Environment
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ACE - Train
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GPUE &8
NVIDIA, AMD £ 10% 0|4t CNN, RNN, GNN, GAN S 22I2E ML st
shs A8 51A CIokst slo|m m2}o|Eq + Google Cloud TPU (2016)
ChU7), e, A x| 371, 9% 371 &

* AWS Tranium (2021)

NS 2 "HE 394 271

- DRNAKILL EHE MS LMt M2 CHE

- Hold RHO| IR FEE 09|
Habitat Zancato et. al. al
. HIZ R4k
(Usenix ATC 2021) (NIPS 2020)
« STRLE MH|IA HSHHE 22 LR 7=
CNN, RNN chef CNN 2| 3 AjZke giahgz CNN & st AlZt iz 8Its
= WU ol OIS 23t 54 MmUY
M5 wistollx

ACE-Train : Rglo| Lj&
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Hald 7HE SAEAM ®MSE=

D2nre| Zats g8t os Mzt oI5 22

& . Operation Details Aggregated
o Layer Name Output Tensor | MEM Request | Time (ms) | Time (ms)

conv2d_0 [32, 96, 224, 224] 616562 KB 50
conv2d_1 [32, 256, 112, 112] 411041 KB 45

Cony2h convad_2 132, 512, 58, 58] | 220463 KB 39 2580
activation_0 - - 1"

tivation_1 - -

ReLU ac !va fon_ 7 26

activation_2 - - 3

MEAH eHE[= Hitel XE| 7|5 =
S| AL 7] T

Feature Engineering  Anchor Instance Input/Batch Size
With NLP Clustering Prediction Prediction

Ng

An Anchor Instance

y Relus
Profilin :
1 ? Latency > \ / id /[\ - min
h + o

Operation Clustering
periment and Aggregation

Train Dataset
Generation

Operation Feature
in JSON Format

Training + Profiling
Custom model

Rolu._

4

{
Convad : 44600, max

=) | MaxPool: 16200,
Relu:25,

AGPU Cluster
Instance

29

LogicalAnd : 2
}

Second-order
Polynomial Regressor

Target Instances with Min-Max Scaler

“PROFET : PROFiling-based CNN Training Latency ProphET for GPU Cloud Instances”
in 2022 IEEE International Conference on Big Data
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o= HEZ
U ELEH epoch
XE| AlZHEE

ShEslof 2 cheset
22 xtoloj w2

HIEE] Ha} o=

HE 7|t
epoch A5 EHX|

“CNN Training Latency Prediction Using Hardware Metrics on Cloud GPUs"

in 2024 IEEE/ACM CCGrid 10
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SpotLake : 22t ALt QIAEIA O] OFYH 222 9ISt H|O]E] AjH|A

0=|E.-| H|||:-|O| |;|.or9'-_ |¢§j¢ E||0|E-| MI; x-".-_ 2 242 SoilM ) Clo|E{Tt MBE|= Azure B Tl

- AWS, Azure, GCP H|O|E{ =%

o] Ko} ©
. . S V CLI £ S¢t 27 ClolE] 7tX| HSsHFE= AWS
- Price, Interrupt Ratio, Instant Availability - e s e e e
Before Query Optimization |\ After Query Optimization
21| C2 2% 1}7{ 4|0|Eq AWS SPS £Z! A [ p3.2xarge] L) el
= o = Regions Number of AZs
QIE{TOA HIZ it Ao Chatst of2dg s | (.|
a:-northeasc-z weights : List of Nums eu-central-1
ap-southeast-1 capacity : 10 eu-vest-2

ap-northeast-1
Sum of numbers

— =] —
=] us-west-2
= us-east-2
ap-northeast-2
2] ca-central-1
[ 2] ap-southeast-2

10M0 910  4M0 Sum of numbers
us-west-2

- Bin-Packing with mixed — [

Sum of numbers

ap-southeast-2

4 24, SDK, CLI & - AEE FE St b
integer programming solver 11 Queries 3 Queries
~—

-

BE BHENNW ONNNN

us-east-2

WNENNN R NN

eu-west-1
\ 4
/N\YL
1

- et 2|H E= 20t s Cis) s
: - #2I RE70% old & A ——

us-east-1
9299 Queries / 186 Users 2226 Queries / 45 Users

"SpotLake: Diverse Spot Instance Dataset Archive Service”
in 2022 |EEE International Symposium on Workload Characterization (IISWC) 11
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SpotLake : HI0O[E| AMH|A 7 3 A7 FHFLIE|0| 37

SpotLake Public Web Service
aws ) A

Amazon Web Services Google Cloud Platform Microsoft Azure

e g # 7|4t olo|E| 2|

Nez|A ZEE
Instance M Region M AZ M 2024, 04. 050 2024. 04. 060
QIE{H|o| A JHE

O7|EIN =

FH| clolE{M2
2 ¥ M HZS

= Furers m coLums = oensity & exort ([T

[0  instanceType  Region  AZ Availability  Interruption Ratio  SpotPrice ($) Savings (%) Date
O  c7gd.8xiar. ap-south-1  ap. 3 3 0292 68 2024-04-06 01:30:00 o I A HCh _I IX-I A
|X|E4 e 7)™ Z4A
i i = st
O crgdéxar.  apsouthl ap. 3 3 0375 59 20240406 01:30:00 Lambda, Timeseries DB’ S3sEs
[ c7gd8dar.  apsouthl ap.. 3 3 0.296 68 2024:04-06 01:30:00
o e & © o R e RS > o O - o | o ©
[0 r7iaxiarge  ap-south1  ap.. 3 3 0.395 64 2024-04-06 01:30:00 Hello Pot, Kyungyong ’7 .
t Data Archi

e you very much foryour ik o e SpotLake Full Dataset Request
[ iadage  apsouthl ap.. 3 3 0.549 50 2024-04-06 01:30:00 e e o GRS g vy {Timeseise Detabase, 1 [ ————————— e

ratful for your decision to share the collected data openly: = H & Notshared.

il o s el wih e o B awsTave
O i4xerge  apsouthl  ap. 3 3 0392 64 2024-04-06 01:30:00 : * estes e quesin

“Trak o again an s e bes,
O mea2axia. apsouthl ap. 1 15 0972 64 2024-04-06 01:30:00 J— e

Dapartmant o Camputr Scincs

Facuty ofEnginooring and Computar Scioce

6a.24x1 -south-1 3 15 089 67 2024-04-06 01:30:00 mburg Uniorsty f Apptes Scignces
[0 mea2ada.  apsou ap. ambuag Unorsty of Apled S Wiite Data to Table
Spot Data Sourco || Spot Data Collector .
[0 méa.24xia. ap-south-1  ap. 3 15 0.924 65 2024-04-06 01:30:00 8 7 Data
ocgicina |87 35— @ — ] -
O rSiexlarge  apsouthl  ap. 3 3 1.303 69 2024:04-06 01:30:00 Hsets o
Anzure | 3G — @ - —) Pupossofuse*
O rsiexlarge  apsouthl ap.. 3 3 1.239 70 2024:04-06 01:30:00 & Storage Ve sor
sy S
aws g —{—E)-

https://spotlake.ddps.cloud/ Thank you note MHE|A AEE! XS TS0 A|AH 1= Hlo|e 28 Ho|X]|

12
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Kaplan-Meier Estimator e n; — di S(t) : t O A M= &

t — - n; : t; THR| M=ot M
MZES SN0l ABEl= S| 7oz ( ) n: 4 7HR] Eet e
. " . b TR =2 HA
Non-parametric 7|8t MZ= 34 328 i: t; <t L di: 7K =S A
L0-————— - R rivivivivivivivip e T,
‘ *a,

0.8 -, 0.8 0.8 '
3 . S 2
© T e © ©
0.6 ~ee | =06 g 0.6
© " © e, © “,
2 = (R =2
04 204 ... L 204 ...
5] e Azure 5 - 5 ‘- y
Dol [m=——- GCP Dol [m==—= Medium Dol [===—- Medium K

AWS — Low Low
0-g1 107 10° 10 105 %P 1ot 107 105 10 10° Ofoo 1or 107  10°  10¢ 10°
Time (seconds) Time (seconds) Time (seconds)
(a) Vendor (b) Interrupt-free Score (c) Instant Availability (SPS) Score
AT} OIAEIA ME 3t _Instant Availability GI0|E{ ! ]
Azure > GCP > AWS : Interrupt ratio, price 2L}

OIE{HE O[HIE & B

13
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ol ==0] Enf?

Ok

Instant Availability G|O]E{ Al2] 6f|=0] oF& M

0

FI|1XQl EMZ JHX|= SPS HIO|E{ Al . w

- Zichst regressor REIZ F7|AM D2 -
(XGBoost, Random Forest, ARIMA 5) i i

L L L
2023-02-03 2023-02-16 2023-02-17

SPS2| 0= 750l hE AUE|EE HIE At

XJ7|SPS=3 7| SPS =1
\ N
X3 gps 7t x5 gps 7t x5 SpS 2t x5 gpS 2}
: T HA T T HA T T HA e HA
g =
2 ofj&t ofl& S7holle ofl &
i I Z\ J\
| Predicted Avg = 1.0
PO ~ ———- 1.0 < Predicted Avg = 1.5
§ | e 1.5 < Predicted Avg < 2.0
e —-:—- 2.0 < Predicted Avg = 2.5 LIS o o o
00 5 10 15 20 5 %90 5 I 10 1: = 20g 25 ° 74-: 7}%% ° EJ%: 7}%5‘ o %: 7}%% 0 |,—:|‘: 7}%%
Spot Instance Running Time (Hour) Spot Instance Running Time (Hour)

“Making Cloud Spot Instance Interruption Events Visible"
in 2024 ACM The Web Conference (Www) 14
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Proc1 Proc2 Proc3 Proc1 Proc2 Proc3

Spot Instance Spot Instance

Process/Container

e AT Migration Zaloc Ant
QIAEIA Pool-A AARA Pool-B
co -ITo—| @M1 VI & —“TVI—=FIYI2 =
 FOE tES Muo| dAlZ ol kM4l | Virtual Machine Monitor (VMM) X|&
. . . _
Cunha. eScience 2021, Juric. arXiv 2021
CRIU

7 I A
S8 MHIA BB By  #Heo|i, TRAA

Nadowda. ICDCS 2017, Ma. SEC 2017

KtAMSHI S
Kang. UCC 2014

¢ (Checkpoint & Restore in Userspace)

i) /

: == u{}u

N

XCP-NG

Xenmotion: Migrating

eTEn Live VM's Between Servers

15
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o|la2C EMS TI2{3

-1 O [ S

o]t LY =St E QAAAEA BIX|

| S

AZCEII EX™ CPU 9 BE 7|58 AMEst= 22 o

- OO0 OO

#include <x86intrin.h> D
void foo(doubles double *b, double *c, int n) .

__m512d sv = _mm512_setl pd(s); /7 _l
for(int i=e; i<n; i++) { >gcc
__ms512d cv = _mm512_loadu_pd(&c[8*i]); // A""! D
ML __m512d bv = _mm512_loadu_pd(&b[8*i]); // a—
h

__m512d t1 = _mm512_mul_pd(bv, sv); Vs
cv = _mm512_add_pd(t1, cv); //
_mm512_storeu_pd(&c[8*i],cv); /7

DB Transaction X{2] o HIC|R AE2|Y

DE 32T} CPU 7t X|@lst= 2
AMESHA| gh= 7Is2 =8t

Lo —

7l1sS MESH pie,
AFA S 7S

=7
[ =
Z
(=
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/

-

Process

N

Running process
to migrate

Source instance
EX:cS.large  /

.

N

AL ALY X

Workload Instruction Analyzer

Collect CPU features from process

‘/ Compatibility\

N/

CPU Feature Collector

- 229C QIAHASS| CPU

[

s 48 28

CPU Feature Collector

Collect CPU features from vendors

AN

Checker

Compute target
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-~

|

Process

restore prosess

instance type

J

[
v v

v
/A Azure AWS &) Google Cloud

{3

\source instanceS/

Workload Instruction Analyzer

- YIRCOIM TS CPUIISEXRE - HSRCOIM AISSH=CPUIISS D

= Text Segment Full Scan

= Execution Path Tracking

Destination instance

\ EX : idi.large
N—

)

Byt

0|2t 7t5 QUAEHA EIR) EfX| B &

"Workload-Aware Live Migratable Cloud Instance Detector”
in 2024 IEEE/ACM CCGrid 18
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ATHQIARA = EIQIEZ 27| THE HE QU Al EAIZHo|2E A B2
HIE BZE 3 ¢ Ed E42 71 QUARHA Z7t 21t
0-5
OiIxl) AWS c6a.24xlarge 85
sHad oMl ASH =
o= HO To 80 2 5.10
m n g75 8
©
: £70 < 10-15 ' '
— © a
- ¥ 65 2
! K ! 60 g 1520 '
A - B = C 55
Over 20 ¢
Tracking Full scan CRIU Tracking Full scan CRIU
CRIU-7QIARHA TR
miot r - 449 B2 ATFOIARIA E2 H|8 2 M ATHOIAEIA OFEA THM
450 3RO EC2 QAR AN 77 HARE - QUIE{HE 2t oPEd HA| gkt 7|ch

- OIo|E{ A|E2|0|M0jl= SpotLake 2| Savings 3!
- Execution Path Tracking & A| 16%°2| 7} H|E &Z Interrupt HIO|E| Al &2

=0 A 2O
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Callisto

K5 RS BB TS MH|A Y LES

& 5t0] MH|AY HIO|E/ASX|S AMH|A JHE EAHE

A

HAIZE
xtof 0|3t B LRI ZiE0[1A o2t

I“ &mEE

EX == °
Tl o= Intel Tranium  Inferentia °
Jupyter

@

HIE %3 RE Spot e kubernetes Karpenter ®
Mol Aty R HatE MH|AY ATEQ0Z JHe 51| 2I3t EHE U S 7I& Callisto : FIIE] = E& 7] HIO[EY/2IBXS MH|A 7 BHE

Frequency of interruption "
Savings over On-Demand ——— KubePACS ] ser

- o
PACS ——
| 5~10% . ( NumberofPods )
. R~ — Metric Pi
$ 0]0) ] 10-15% e Pod vCPU
90% S riage oo
Il TE T T . >20% Programming (ILP) 14
Node Selection Solver Workload Characteristic )

CoreMark-Pro

CoteCoremnrsben it MitCore cops b e 0k p

o Frogerch e S Gere ot

f':%|01 HZH

E _ Regpoa
S, Foverpods = 3 Pod; -x;
i

¢*¢

Per fnin SPrmin

constraints : x; < 0.4 - T3;, x; € Z™

I

minimizeZ(—a» Perfi L 1—ay. S )~x,
7

Golden Section
Spot Instance
Search (GSS) Data Ingestion
Cost & Perf Optimizer
2 Hardware Spec
O ©  cPUBenchmark
Opt | -
B L] kuberetes D Seotbrice )
Instances Cluster &) Mutti-Node Availability
KubePACS

OIAEA Kubernetes ..E AH|E2
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Heterogeneous GPU LLM Serving System

FEHZE YA A A (2

HEKXZ| 7|H - Tensor/Pipeline
2E mE|MY M2t
CHA'E O| N %o EM
U Hix| Ato|= AH

B XA 2]/&AIZEN 2

- Prefill/Decode

Stage 0 Under utilization
Stage 1

Even layer partitioning

o 2y

[ Prefit

=

Stage 0

=
Stage 1

)

E72 GPU

29| 7t24 X10|

el =] L —
S22 E StF0M ’ISEl= Cret
T Type GPU On-Demand  Spot  Savings

g5.12xlarge  A10G (4x) $5.67/hr $2.26/hr  60.2%
g6.12xlarge L4 (4x) $4.60/hr $1.90/hr  58.6%
gbe.12xlarge  L40S (4x)  $10.49/hr  $4.35/hr  58.6%
p4d.24xlarge  A100 (8x) $21.96/hr $9.68/hr  55.9%
pS48xlarge  H100(8x)  $55.04/hr  $20.72/hr  62.4%

AWS GPU QIAEIA on-demand % spot 7t

GPU | Mem. (GB) (%L%’}’SS) Mem. BW. (GB/s)
L4 24 121 300

A10G 24 70 600

L40S 48 362 864

A100 40 312 1,555

H100 80 989 3,350

Chokst GPU & Al

[ Decode

Timeline

e -

Uneven layer partitioning

B Success WM Fail

g5.12xlarge - A10G (x4 GPUs)

N
o =]

g6.12xlarge - L4 (x4 GPUs)

N
o =]

g6e.12xlarge - L40S (x4 GPUs)

GPU Count

N
o =)

p4d.24xlarge - A100 (x8 GPUs)
20

0
00._00 0_5.‘“0 06300 09._00 X,);_QD xS‘-QQ X%._QQ 7}._00 ’IA"“O
Time

QIAEIAS| 724

GPU %t ALt

Per-sage tensor parallelism

21
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AIOPS for Cloud

Zo=5S flct AIGMAHE 7|0 2FE2E| XSt 7|70 by ITP (~2028)

=T II_

SR 2 AAR|
AWS [I= S& X2 DNS ZHI= 2ist

DynamoDB ZEo= 2IEL AHIA OHI (2025.10. 20)

Assistant
ZipEg ===
" > ZH == 22-2H7| Assistant 22 XA 29-242) X
1 SEoTES ‘l‘ TQERKE  MHIA HE/2%
eiZet 221Kt [ [ [ | B 22 29212 22 JHY K| SHE
olma A ZEHIRY == |
9 HHE 9 23| 9 2% K1=3t | I I
L 1 t i Local LLMs S 20/ M9 AT MHIA
Output & used Linking Assistant 24| Xl BE-EF) HHIL/29d K|
291/247) X2 LLMs i
- ~
L "‘“ ..................... Used <
Chat GPT Local LLM DHRIHICHHAAIR olmay 2a ﬁ/\ o
—— o p =
> QINQZ LBI[IS 45 S HIEX0l SARC 2% 212 > RiSslEl 29021312 280 S2UCC NHIA HIZ
TS 2010 C 201.1t =2
> ARZO| JHRIS St As S =HAA X6t
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